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Abstract—This paper proposes a human-centered interactive frame-
work for automatically mining and retrieving semantic events in videos.
After preprocessing, the object trajectories and event models are fed into
the core components of the framework for learning and retrieval. As tra-
jectories are spatiotemporal in nature, the learning component is designed
to analyze time series data. The human feedback to the retrieval results
provides progressive guidance for the retrieval component in the frame-
work. The retrieval results are in the form of video sequences instead of
contained trajectories for user convenience. Thus, the trajectories are not
directly labeled by the feedback as required by the training algorithm. A
mapping between semantic video retrieval and multiple instance learning
(MIL) is established in order to solve this problem. The effectiveness of
the algorithm is demonstrated by experiments on real-life transportation
surveillance videos.

Index Terms—Human-centered system, multiple instance learning
(MIL), neural networks, relevance feedback, video retrieval.

I. INTRODUCTION

With the development of Web technologies and multimedia
databases, there is an urgent need for mechanisms to automatically
detect and retrieve semantic events in videos based on video contents.
The proposed framework in this paper strives to reach this goal.

We propose a human-centered multiple instance learning (MIL)
framework for semantic video retrieval. The framework first performs
the object tracking and segmentation, which extracts the content fea-
tures and trajectories of moving objects in the video. Then, event models
are constructed to model different semantic events. In the learning and
retrieval phase, human feedback is incorporated, with which the learn-
ing algorithm learns from the feedback by depressing the “irrelevant”
scenes and promoting “relevant” scenes. Instead of predefined “expert”
knowledge, an individual user’s subjective view serves as the guidance
for learning.

The use of human feedback is inspired by a well-known technique
in the field of image retrieval—relevance feedback (RF) [23], [25]. The
basic idea is to ask the user’s opinion on the retrieval results for a user-
specified query target. Based on these opinions, the learning mechanism
refines the retrieval results in the next iteration. This process iterates
until a satisfactory result is obtained for the user. The purposes of using
feedback in the proposed framework are as follows.

1) Reduce the semantic gap—It is inherently hard to make the
machine understand the meaning of multimedia data by reading
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only pixels. There exists a “semantic gap” between the low-level
features and the high-level semantic meaning. It is necessary that
human provide some guidance to the machine.

2) Progressively gather training samples and customize the re-
trieval process—It is different from traditional classification pro-
cesses in machine learning, where prior knowledge is required
to compose the “training set” for each class.

In information retrieval, especially for large multimedia databases,
multiple “relevant” and “irrelevant” classes exist according to the dif-
ferent preferences of different users. The data in each “relevant” class
may constitute only a very small portion of the entire database. It is
difficult to predefine a perfect set of training sets for all “relevant”
classes before the query, due to the scarcity of “relevant” samples
and/or the uncertainty of users’ interests. With RF, the training set is
built up gradually. This mechanism provides flexibility in information
retrieval as it customizes the search engine for the needs of individual
users.

Videos are composed of running images (frames). A set of con-
secutive frames is referred to as a video sequence (VS) in this paper.
Objects can be extracted from each frame by an object segmentation
algorithm [6]. From the perspective of each such object, its moving tra-
jectory in consecutive frames is a kind of spatiotemporal data, which
is referred to as a trajectory sequence (TS). The goal of the proposed
semantic video retrieval framework is to extract semantic scenes by
analyzing the spatiotemporal relations among objects in a video. Each
long video can be segmented into a set of smaller consecutive VSs.
Each VS may contain one or more TSs. After the initial query, the user
provides a label, i.e., “relevant” or “irrelevant,” according to whether
the semantic scene in the VS is of his/her interest. The user does not
specify which vehicle objects, in the VS, are actually involved in the
accident and which ones are driving normally. That is to say, the VS
label is known while its TS labels remain unknown. Since the semantic
event analysis is based on TSs, we need to find out which specific TSs
in that VS contribute to the VS label. If we consider a VS as a bag
and its TSs as instances, this is exactly an MIL problem, where the bag
label is known and the instance labels remain unknown. MIL predicts
the labels for unseen bags (i.e., VSs). A VS is “relevant” if it has at
least one “relevant” TS, otherwise it is “irrelevant.” In MIL, we need
to learn a mapping function between bag labels and instance labels.
The role of human feedback in this process is to provide labels to the
retrieved bags (VSs). In this way, we map the semantic video retrieval
problem to an MIL problem. Using MIL, the retrieval engine offers a
more convenient and friendly query mechanism to the user, who only
needs to label a whole VS but not each individual trajectory (TS) of
moving vehicles.

The core learning algorithm used in this paper is a neural network
for time series data. The video data are time series data as they consist
of sequences of values or events changing with time. There is a large
amount of literature [2], [10], [18] on applying neural networks in fore-
casting the behavior of real-world time series data. However, relatively
few work [11], [27] have addressed the issue of event detection in time
series data using neural networks. In this paper, we explore the spa-
tiotemporal models of a neuron for semantic event mining and retrieval
from videos.

The framework is designed to be of general use and can be tailored to
many applications. However, we use one particular application (traffic
surveillance video retrieval) throughout the paper to demonstrate the
design details. The semantic events in a transportation video database
are incidents captured by the surveillance cameras, such as a car crash,
U-turn, and speeding. Experimental results show the effectiveness of
the proposed framework for traffic accident detection.
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A literature review is provided in Section II. Section III presents an
overview of the framework. Section IV briefly introduces a semantic
object extraction and tracking algorithm. Section V exemplifies the
semantic event modeling. Section VI illustrates the design details of
the learning and retrieval process. Section VII provides experimental
results. Section VIII concludes the paper.

II. LITERATURE REVIEW

A. MIL and Relevance Feedback

The concept of diverse density (DD) is introduced by Maron and
Lozano-Perez [15]. Zucker et al. [28] attempt with decision trees.
Ramon et al. [20] propose the multiple instance neural network.
Andrews et al. use support vector machines (SVMs) to solve MIL
problem. Their method is called MI-SVM [1]. Cheung and Kwok [9]
propose a framework that focuses on the kernels of MIL, in which a
dynamic relation between bags and instances is built up through “loss
functions.”

As an important technique in information retrieval, relevance feed-
back [23] has also been well studied in content-based image analy-
sis. Most RF research is based on the query point movement [22] or
query reweighting techniques [14], [24]. The essential idea of query
point movement is to move the estimation of the “ideal query point”
toward relevant example points and away from irrelevant example
points specified by the user in accordance with his/her subjective
judgments. The query reweighting techniques take the user’s query
as the fixed “ideal query point” and attempt to estimate the best sim-
ilarity metrics by adjusting the weight associated with each low-level
feature.

B. Spatiotemporal Event Detection for Video Data

A lot of studies in this area are based on the generic visual properties
of frames, which do not utilize the spatiotemporal information by
tracking each semantic object in the video. As tracking can provide
more accurate and detailed information about the behavior of objects
in a video, there is also some research that utilizes object trajectories as
the basis for analysis. Medioni et al. [16] developed an event detection
system by defining some scenarios based on spatial and temporal prop-
erties of object trajectories. Many other works exploit stochastic meth-
ods in learning and recognizing video events. These methods mainly
include hidden Markov models (HMM), SVMs, Bayes networks, etc.
Bobick et al. [3] proposed a coupled HMM and the associated stochas-
tic grammars for recognizing activities. Similarly in [19], a rule-based
approach is used to set up event models and HMM is adopted again for
automatic learning. The authors in [21] combined HMM, Bayes net-
works, and belief propagation to understand human behaviors. Other
learning tools being adopted include nonlinear regression model such
as SVM [4]. Shot detection is achieved in [4] by utilizing the SVM-
based prediction error to form a similarity measure. Belief networks are
used by Huang et al. [13] in which a traffic scene analysis algorithm is
proposed.

C. Neural Network for Time Series Data

Neural networks have shown their great potential in time series
analysis—especially in forecasting. The literature cites a large body of
work that has approached this problem from various directions [18].
However, there has been very little research that directly extracts spa-
tiotemporal semantic events by modeling the dynamic relation existing

in time series data. Gao et al. [11] explore this direction by investi-
gating the impact of the number of inputs and hidden layers in neural
network design and testing on financial data. The authors in [27] de-
signed an event discovery pipeline for medical time series data. Naftel
and Khalid [17] propose to use self-organizing maps (SOMs) for clus-
tering and classifying object trajectories, hence detecting abnormal
object behaviors.

In summary, this study mainly differs from the aforementioned al-
gorithms for three reasons: 1) we see video event detection and re-
trieval from a completely new point of view—i.e., transforming it into
an MIL problem in order to provide the maximum convenience and
flexibility to users; 2) feedback is incorporated in retrieving semantic
events, which is rarely used in video retrieval. In addition, using the
feedback, the database search can be customized to meet the needs
of individual users; 3) the neural network architecture for time series
data prediction is adjusted to a classification architecture for event
detection.

III. SYSTEM OVERVIEW

The raw video is analyzed by segmenting and tracking semantic
objects in it. After tracking, the object trajectories are modeled with
a curve-fitting technique. In the experiment, we test its performance
on retrieving traffic accidents from traffic surveillance videos. The
corresponding event model is built and the feature vectors of TSs at
each sampling point are extracted. When the user submits a query
asking for accidents, the system performs an initial query based on
some heuristics and returns the initial retrieval results to the user.
The user responds to each returned VS by providing feedback. The
MIL mechanism, as proposed herein, will then learn from this feed-
back and refine the retrieval results in the next iteration. The whole
process goes through several iterations until a satisfactory result is
obtained.

IV. SEMANTIC OBJECT TRACKING

Object segmentation and tracking are the preprocessing components.
In our previous work [6], an unsupervised segmentation method called
the simultaneous partition and class parameter estimation (SPCPE)
algorithm is used to identify vehicle objects in traffic videos. We further
improve the performance of SPCPE by coupling it with a background
learning and subtraction method [6]. The framework in [6] also has the
capability to track moving vehicle objects (segments) within successive
frames. By distinguishing the static objects from mobile objects in the
frame, tracking information can be used to determine the trails of
vehicle objects.

Using this framework, lots of spatiotemporal data are generated.
This provides a basis for semantic video mining and retrieval. The
object centroids are used in analyzing the behavioral pattern of moving
vehicles.

V. SEMANTIC EVENT MODELING

In this study, a spatiotemporal model is built for traffic accidents. The
focus is the sudden change of behavioral pattern of each vehicle. With
each vehicle trajectory, three properties of the vehicle are recorded:
velocity, change of velocity, and change of motion vector. Once the
sampling rate is known, the velocity at each sampling point can be
directly calculated. The change of velocity Vdiff at each point can also
be easily calculated by deducting the velocity sampled at the previous
sampling point from the current velocity. The change of motion vector
is the absolute angular difference between the current and the previous
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Fig. 1. Sliding window example.

motion vector. Additionally, for each vehicle, we also record its mini-
mum distance from its nearest vehicle—mdist at each sampling point.

Some heuristics need to be established in order to process the initial
query. This heuristic model is built upon the observation that a sudden
change of velocity and/or driving direction may lead to an accident.
Further, the closer a vehicle is to other vehicles, the greater the chance
of an accident. At the ith sampling point, the property vector of a TS
is αi = [1/mdisti , vdiffi , θi ].

VI. SEMANTIC EVENT MINING AND RETRIEVAL

A. Data Collecting and Problem Definition

In time series model of a neural network, there is a commonly used
method termed a “sliding window.” Fig. 1 shows an example, where
a six-tuple sequence is extracted from time series data by sliding a
window of size 6 one step at a time along the time axis t.

We use the sliding window technique to extract VSs. Each VS con-
tains one or more TSs. Using user-provided feedback, some VS labels
are known. In a traffic accident query, if a returned VS is labeled “rel-
evant,” then at least one vehicle’s TS demonstrates abnormal behavior
in that VS. If the VS label is “irrelevant,” the labels of all the contained
TSs are “irrelevant.”

B. Learning and Retrieval Mechanisms

1) Neural Networks for Time Series Data: Suppose that m is the
window size and the prediction or estimation of xk is based on the
preceding m observed data points xk−m , . . . , xk−2 , xk−1 . An exact
value of xk is required. Thus, prediction becomes a problem of function
approximation. However, for video event mining and retrieval, only an
indication of whether xk will be an event of interest is needed. The
problem now becomes how to map a TS to a class label of either
“relevant” or “irrelevant:”

fc : (xk−m , . . . , xk−2 , xk−1 ) → ci ∈ C (1)

where C is the set of all class labels. In this paper, our learning algorithm
is based on a feedforward multilayer neural network that incorporates
users’ feedback. The structure of the proposed network is shown in
Fig. 2.

The user’s feedback is added as a node (fdk) in the input layer. The
detailed design decisions are described in the following section.

2) Network Design:
1) Window size and input nodes: The size of the sliding window

determines the number of input nodes, which can be simply
decided by the typical length of an event. Take car crashes as
an example. The typical length is about 15 frames. Given a
sampling rate of five frames, three sampling points are needed
to depict a car crash event. Thus, the window size is 3. The
length of each TS is then three sampling points. Each input
node, excluding the fdk node, is a feature vector at a sampling
point of a TS. In a traffic accident event model, the feature vector
αi = [1/mdisti , vdiffi , θi ].

Fig. 2. Learning architecture of the proposed network.

TABLE I
NEURAL NETWORK PARAMETERS

2) Hidden layer: We adopt a two-layer neural network-–one hidden
layer having a sigmoid transfer function and one output layer
having a linear transfer function. It has been shown that this
network architecture can approximate virtually any functions of
interest to any degree of accuracy, provided sufficiently many
hidden units are available [12].
There is one unit in the output layer indicating whether the TS is
involved in the desired event or not. Suppose that the size of input
is l, we tested on the hidden layer the sizes of 0.5l, l, 1.5l, and 2l,
and found that l generates the minimum estimated generalization
error.

3) Other design issues are listed in Table I.

C. Human-Centered Event Learning and Retrieval

In the initial query, the user specifies an event of interest as the
query target and there is no relevance feedback information. For each
VS, we calculate its relevance (or similarity score) to the target query
video event according to some event-specific heuristics. The rele-
vance/similarity score of a VS is represented by the highest score of its
containing TSs. The score of a TS is the highest score of its sampling
points that is calculated as the square sum of all the three components
in the feature vector αj = [1/mdistj , vdiffj , θj ]. The retrieval results
are returned in descending order of the VSs’ relevance scores.

The user identifies a returned VS as “relevant” if it lies in the province
of his/her interest; otherwise, the user labels it “irrelevant.” A set of
training TS samples can thus be gathered. Each sample is in the form of
[αt−2 , αt−1 , αt , fdk, opt]. fdk is zero if the user marks it “irrelevant;”
otherwise, it is incremented by a small number ε. The number ε is set
to 0.2 in our case as we assume that there are no more than five rounds
of user feedback and the normalized input value is within a range of
[0, 1]. opt is the desired output with the value of one for a “relevant”
sample TS or zero for an “irrelevant” sample TS. The “relevant” training
TS samples are collected by selecting the highest scored TSs in the
“relevant” VSs and the “irrelevant” training TS samples are collected
by selecting all the TSs in the “irrelevant” VSs. These training TS
samples are fed into the neural-network-based learning framework.
The trained neural network is then used to evaluate all the TSs. For
these unknown TSs, their fdk is set to 0. The “relevant” sequences are
promoted, after several iterations, by incrementing their fdk values,
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Fig. 3. User feedback interface.

while the “irrelevant” sequences are “penalized” by forcing their fdk
value to stay minimal.

Like the traditional MIL, we first learn the labels of instances (TSs) in
the bags (VSs) through a learning mechanism. Afterward, our approach
is different from traditional MIL in that only top scored instances (TSs)
in the “relevant” bags (VSs) are chosen to construct the training set, but
not all relevant instances learned by the learning mechanism. This is to
make sure that only “semantically relevant” instances are considered
in the training process since they are all chosen by the user through RF.

VII. EXPERIMENTS

A. Framework Interface

Fig. 3 shows the interface for the user to provide feedback informa-
tion. The top 20 VSs are returned. The user can play the retrieved VSs.
If the user believes that a VS contains an accident scene, then that VS
will be selected. This is equivalent to labeling the VS “relevant.” As
shown in the given example, ten VSs (in blue rectangles) are labeled
“relevant” given a traffic accident query. The enlargement of a sam-
ple “relevant” VS is shown on the right side of the interface with the
trajectories of three vehicles marked by distinctly colored dots.

B. Performance Evaluation

The proposed framework is tested on real-world traffic video clips
taken by traffic surveillance cameras at three different locations, in-
cluding a road intersection in Taiwan, a road intersection in Russia,
and a tunnel in Russia. There are altogether 5126 frames in these video
clips. The sampling rate is five frames per sampling point and the
window size is 3. Using the video segmentation method mentioned in
Section VI, there are about 1000 VSs and 1343 TSs extracted from
these video clips.

The proposed framework is compared with three other methods.
The first one is the traditional weighted relevance feedback method. In
this method, each feature in the feature vector αi has a weight. The
initial round of retrieval is the same as that of the proposed frame-
work. The square sum of the feature components is computed as the
relevance/similarity score. With RF, all relevant TSs are collected. The
inverse of the standard deviation of each feature component is used as
the updated weight for this feature in the next round of retrieval.

The proposed platform is also compared with the one-class SVM-
based MIL algorithm [8]. The recent study on SVM active learning [26]
has been shown to increase the accuracy and reduce the convergence
rate on image retrieval. However, the algorithm proposed in [26] ad-
dresses the binary classification problem. In our experiment, we com-
pare our framework with one-class SVM [8] rather than active SVM,
because “relevant” class objects are “relevant” in a similar way while
“irrelevant” class objects are “irrelevant” in their own different ways.
Therefore, instead of considering “irrelevant” objects all in a single
class, it makes more sense to treat them as outliers as does the one-
class SVM. In addition, the “active learning” component in active SVM
selects the images on the boundary as a “pool” and then asks the user
to label these pool images since they are considered very informative.
After several iterations, a classifier is learned by the active learning,
which separates “relevant” images from “irrelevant” ones. However,
in one-class SVM, active learning cannot be directly applied since the
“boundary” is actually the “boundary” between one positive class and
many negative classes, where the situation is too complicated to use
active learning.

As mentioned at the outset of this paper, one of the advantages
of the proposed framework is that the user is asked to identify only
the relevant VSs without having to go through the trouble of further
specifying the relevance of each TS within the VS. However, although
the proposed framework provides such convenience to the user, the
lack of information on the TS labels may degrade the performance. In
order to test the robustness of the proposed framework, we compare
it with the neural-network-based method without MIL [7], i.e., the
retrieval results are presented in terms of tracked TSs instead of VSs.
The user needs to identify the relevance of each TS. In lieu of knowing
only the VS label, the learning algorithm knows the TS labels and
is thus in possession of more information. The goal of the proposed
framework is to render nearly equivalent performance while possessing
less information than that of the non-MIL algorithm.

Five rounds of feedback are performed. The “accuracy” is the per-
centage of all the “relevant” VSs within the top 20 returned VSs. Fig. 4
shows the retrieval accuracies within the top 20 VSs taken at a tunnel
in Russia after the initial, first, third, and fourth round of retrievals.
“Weighted_RF” is the weighted RF algorithm. “SVM_MIL” is the
one-class SVM-based MIL algorithm [8]. “BP” represents the neural-
network-based algorithm without MIL [7]. “BP_MIL” is the proposed
framework.

Authorized licensed use limited to: UNIV OF ALABAMA-BIRMINGHAM. Downloaded on August 31, 2009 at 19:35 from IEEE Xplore.  Restrictions apply. 



232 IEEE TRANSACTIONS ON SYSTEMS, MAN, AND CYBERNETICS—PART C: APPLICATIONS AND REVIEWS, VOL. 39, NO. 2, MARCH 2009

Fig. 4. Retrieval accuracies for the first video clip.

Fig. 5. Retrieval accuracies for the second video clip.

It can be gleaned from Fig. 4 that the initial accuracies of the four
methods are the same since the same retrieval algorithm is used in the
initial round. After that, “BP” and “BP_MIL” outperform the other two
methods. By further comparing “BP” and “BP_MIL,” we can see that
the accuracy of “BP_MIL” is only 5% lower than that of “BP” after
the fourth iteration. It only accounts for one VS among 20 VSs. The
performance gain of the proposed framework over all five iterations is
0.50, while another MIL-based algorithm—“SVM_MIL” shows only
0.20 accuracy increase. The “Weighted_RF” method performs slightly
better at the second and third iterations than the “SVM_MIL” method.
However, its overall accuracy gain is only 0.10.

For the VSs taken at a road intersection in Taiwan (Fig. 5), while
the accuracy gains with the proposed framework are not as high as
that for the first clip, it is far better than that of the “Weighted_RF”
method, in which performance degradation occurs right after the initial
iteration. Compared with “BP”, the accuracy rate of “BP_MIL,” al-
though lower in the first several iterations, is equivalent to that of “BP”
at the fourth iteration. It is also worth noting that the performance of
the “SVM_MIL” is much better than that in the first clip. Its accuracy
rate increases from 50% to 65% after five iterations, which is only 5%
lower than the proposed framework.

For the VSs taken at a road intersection in Russia (Fig. 6), since there
are more TSs than in those taken at the previous two locations, the initial
accuracy is much lower due to excess noise. However, the proposed
algorithm achieves a performance gain of 70% in the fourth iteration;

Fig. 6. Retrieval accuracies for the third video clip.

while SVM-based method has a 55% increase and the “Weighted_RF”
method only increases by 15% in the second iteration.

VIII. CONCLUSION AND FUTURE WORK

In this paper, a human-centered MIL framework for semantic video
mining and retrieval is proposed. Given a set of raw videos, the semantic
objects (i.e., vehicles) are tracked, and the corresponding trajectories
are modeled and recorded in the database. Some spatiotemporal event
models are then constructed. In the learning and retrieval phase, the user
provides feedback on the relevance of each VS among the top returned
VSs. The user needs to provide feedback only on the whole VS and
the learning algorithm will analyze the contained TSs to find out the
spatiotemporal patterns of users’ interest. This can be transformed to an
MIL problem. To solve this problem, the neural network for time series
prediction is adapted to fit the specific needs of event identification for
video data. The framework shows its effectiveness as demonstrated by
our experimental results on real-life transportation surveillance videos.
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